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Abstract

Computing and minimizing the worst-case bound on the expected shortfall risk of a portfolio
given partial information on the distribution of the asset returns is an important problem in
risk management. One such bound that been proposed is for the worst-case distribution that is
“close” to a reference distribution where closeness in distance among distributions is measured
using φ-divergence. In this paper, we advocate the use of such ambiguity sets with a tree struc-
ture on the univariate and bivariate marginal distributions. Such an approach has attractive
modeling and computational properties. From a modeling perspective, this provides flexibility
for risk management applications where there are many more choices for bivariate copulas in
comparison to multivariate copulas. Bivariate copulas form the basis of the nested tree structure
that is found in vine copulas. Since estimating a vine copula is fairly challenging, our approach
provides robust bounds that are valid for the tree structure that is obtained by truncating the
vine copula at the top level. The model also provides flexibility in tackling instances when the
lower dimensional marginal information is inconsistent that might arise when multiple experts
provide information. From a computational perspective, under the assumption of a tree struc-
ture on the bivariate marginals, we show that the worst-case expected shortfall is computable
in polynomial time in the input size when the distributions are discrete. The corresponding
distributionally robust portfolio optimization problem is also solvable in polynomial time. In
contrast, under the assumption of independence, the expected shortfall is shown to be #P-hard
to compute for discrete distributions. We provide numerical examples with simulated and real
data to illustrate the quality of the worst-case bounds in risk management and portfolio opti-
mization and compare it with alternate probabilistic models such as vine copulas and Markov
tree distributions.

1 Introduction

In a financial context, market players as well as financial regulators are interested in computing
the risk of returns from a portfolio of risky assets. However, the distribution of the returns of
the assets is often only partially known or even if it is assumed to be completely known, one is
interested in estimating the worst-case risk when the assumptions are violated. Worst-case bounds
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on the portfolio risk and the optimization of such risk measures given only limited information
on the distribution of the asset returns has been extensively researched in the past few years (see
El Ghaoui, Oks and Oustry [18], Calafiore [6], Delage and Ye [10], Natarajan, Sim and Uichanco
[35], Doan and Natarajan [14], Embrechts and Pucetti [19] and some of the references therein).
A popular risk measure is the expected shortfall (or Conditional Value-at-Risk (CVaR)), which
has risen in significance after strong advocacy in the Basel Accord III for banking regulations (see
Embrechts et. al. [20] for a discussion on this issue). Given a random vector c̃, representing, say,
loss of assets, with a joint distribution denoted by θ and a portfolio allocation x, the associated
expected shortfall risk measure at quantile level α, for α ∈ (0, 1) is given by the optimal objective
value to the following convex minimization problem:

ESθα
(
c̃Tx

)
= min

β∈R

(
β +

1

1− α
Eθ
[
c̃Tx− β

]+)
, (1.1)

where [z]+ = max(z, 0). The convex optimization representation in (1.1) was popularized in the
seminal paper of Rockafellar and Uryasev [39] and solved using linear optimization for a discrete
distribution θ. If the distribution is unknown and lies in a set Θ, a robust bound is obtained by
finding a worst-case distribution as follows:

max
θ∈Θ

ESθα
(
c̃Tx

)
= min

β∈R

(
β +

1

1− α
max
θ∈Θ

Eθ
[
c̃Tx− β

]+)
. (1.2)

Equality in (1.2) is guaranteed under mild assumptions on Θ, by observing that the expected
shortfall ESθα(·) is linear in the probabilities θ and convex in the β variable (see Sion [44]), .
Specifically, under the assumption that the set of distributions Θ consist of discrete distributions
with a finite support and is representable as a polyhedral set or a conic set such that it contains
a solution strictly in the interior, equality in (1.2) is satisfied (see Ben-Tal et al. [5]). A closely
related problem is to find a distributionally robust portfolio as follows:

min
x∈X

max
θ∈Θ

ESθα
(
c̃Tx

)
, (1.3)

where the portfolio allocation vector is chosen in a set X to minimize the worst-case expected
shortfall risk over all possible distributions in the set Θ.

1.1 Motivation

In this paper, we restrict our attention to the set Θ defined by discrete distributions. Under specific
assumptions on the set Θ, the worst-case bound in (1.2) is known to be efficiently computable in
the input size. These cases include:

(a) Sets of distributions with fixed univariate marginals (see Rüschendorf [41]),

(b) Sets of distributions with fixed nonoverlapping multivariate marginals (see Doan and Natara-
jan [14], Embrechts and Pucetti [19]),

(c) Sets of distributions with fixed overlapping multivariate marginals where the structure of the
overlapping marginals satisfies a regularity property (see Doan, Li and Natarajan [15]).

(d) Sets of distributions where the probabilities of the scenarios lie in a box uncertainty set or an
ellipsoidal uncertainty set (see Zhu and Fukushima [49]),

(e) Sets of distributions where the probabilities of the scenarios lie in an uncertainty set around
a reference probability distribution defined using the φ-divergence measure (see Ben-Tal et.
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al. [5]). Examples of this measure include the Kullback Leibler-divergence, Burg entropy and
χ2-distance.

(f) Sets of distributions (which might not necessarily be discrete) that lie in a Wasserstein ball
around a reference discrete distribution (see Esfahani and Kuhn [21]).

However there is a subtlety in the definition of “efficient solvability” in examples (b)-(f) which
is important to note. In these examples, the size of the formulation to compute the worst-case
bound depends on the support of the joint distribution which in itself might be exponential in
the support of the marginal distributions. For example, if each of the n random variables takes
m possible values, the number of possible scenarios might in the worst-case be mn. In examples
(b)-(c), this issue is resolved by assuming that the size of the subsets of the random variables for
which the lower dimensional marginals are known, grows logarithmically in the number of random
variables. In examples (e)-(f), efficient solvability refers to an algorithm that solves the problem in
polynomial time in the maximum number of support points of the reference distribution describing
Θ. However, as we shall see when the reference joint distribution is assumed to be a product
measure on finitely supported marginal distributions, it is #P-hard to compute the worst-case
bound exactly in the input size. In particular, the complexity class #P was first introduced by
Valiant [46] and corresponds to the class of counting problems associated with the corresponding
decision problems in the set NP. Clearly, a #P problem is at least as hard as the corresponding
NP problem, since if it is easy to count the number of answers, then it is easy to check if there
are any answers. Hence, it is commonly believed that #P-hard problems, which are the hardest
problems in #P, do not admit an exact polynomial-time solution method. Hanasusanto, Kuhn
and Wiesemann [25] showed for a given x, β, the problem of computing Eθ

[
c̃Tx− β

]+
under the

assumption that each c̃i is continuous, uniformly distributed in [0,1] and mutually independent is
#P-hard. This hardness result is also valid for discrete distributions, as we show next.

Theorem 1.1 Assume that each c̃i is a two point random variable that takes values 0 and c̄i
with equal probabilities. If ci’s are independent random variables, then the problem of computing
Eθ [

∑
i c̃i − β]+ for a given β is #P-hard.

Proof. To prove the result, we make use of the counting version of the knapsack problem which is
defined as follows.
#-KNAPSACK Problem:
Input: Positive integers c̄1, c̄2, . . ., c̄n, β
Problem: Determine the number of feasible knapsack solutions N(c̄, β) which is defined as:

N(c̄, β) =

∣∣∣∣∣
{

x ∈ {0, 1}n
∣∣∣ n∑
i=1

c̄ixi ≤ β

}∣∣∣∣∣ .
The #-KNAPSACK problem is known to be #P-hard (see Dyer and Frieze [17]). We relate the
problem of computing the difference of the expected values Eθ [

∑
i c̃i − β]+−Eθ [

∑
i c̃i − (β + 1)]+

to the problem of counting the number of knapsack solutions with capacity β. Since the latter
problem is #P-hard, this would imply that the problem of computing Eθ [

∑
i c̃i − z]

+ for particular
values of z is #P-hard. To do so we consider the sum of independent random variables ci where
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P(c̃i = c̄i) = P(c̃i = 0) = 0.5 for i = 1, . . . , n. A straightforward calculation yields:

Eθ

[
n∑
i=1

c̃i − β

]+
− Eθ

[
n∑
i=1

c̃i − (β + 1)

]+
=

∞∑
t=β+1

Pθ

[
n∑
i=1

c̃i ≥ t

]
−

∞∑
t=β+2

Pθ

[
n∑
i=1

c̃i ≥ t

]
,

= Pθ

[
n∑
i=1

c̃i ≥ β + 1

]
,

= 1− Pθ

[
n∑
i=1

c̃i ≤ β

]
,

= 1− N(c̄, β)

2n
.

(1.4)
where the last equality follows from the observation that the number of subsets of variables in
{c̄1, . . . , c̄n} that is less than or equal to β is equal to the probability of the sum of the random
variables is less than or equal to β multiplied by 2n. Equation (1.4) implies that a polynomial
number of calls to the problem of computing Eθ [

∑
i c̃i − z]

+ for selected values of z would solve
the #-KNAPSACK problem, implying that our problem of interest is #P-hard.

While the hardness result is shown under the restricted assumption of equal probabilities, the
proof in Theorem 1.1 implies that the problem of computing Eθ [

∑
i c̃i − β]+ is #P-hard for general

discrete distributions. A closely related result was derived by Kleinberg, Rabani and Tardos [31]
(see Theorem 2.1 therein) who showed the problem of computing the probability that a sum of
independent discrete random variables exceeds a value is #P-hard. Theorem 1.1 builds on this
hardness result by showing that the problem of computing the expected shortfall (though convex)
is still #P-hard for independent two-point discrete distributions. It is easy to extend this hardness
result to the case of discrete distributions with more than two marginal support points by relating it
to the problem of counting integer knapsack solutions. To see this, let each random variable c̃i take
values in the set {0, c̄i, 2c̄i, . . . , uic̄i} with equal probability. A similar calculation as in Theorem
1.1 shows that the difference of the expected values is given by:

Eθ

[
n∑
i=1

c̃i − β

]+
− Eθ

[
n∑
i=1

c̃i − (β + 1)

]+
= 1− Nint(c̄,u, β)∏n

i=1(ui + 1)
, (1.5)

where Nint(c̄,u, β) is the number of feasible integer knapsack solutions to a bounded knapsack
problem, defined as:

Nint(c̄,u, β) =

∣∣∣∣∣
{

x
∣∣∣ n∑
i=1

c̄ixi ≤ β, xi ∈ {0, 1, 2, . . . , ui}, ∀i = 1, . . . , n

}∣∣∣∣∣ .
Since computingNint(c̄,u, β) is known to be #P-hard, this implies that computing Eθ [

∑n
i=1 c̃i − z]

+

for selected values of z is #P-hard.
Given the hardness of computing the CVaR for independent, discrete distributions, in this paper,

we propose a worst-case risk bound that is computable in polynomial time. Our approach is based
on defining the set of distributions Θ using fixed univariate marginal distributions and reference
bivariate distributions, where the true bivariate distributions lie in uncertainty sets around the
reference bivariate distributions, defined using the φ-divergence measure. We show that this leads
to computationally tractable formulations under the assumption of a tree structure on the bivariate
marginals. Such an approach has important modeling advantages as expert information in terms of
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bivariates are easy to specify. Furthermore, the formulation naturally extends to the case when the
bivariate distributions are inconsistent, in which case we find the closest consistent marginals. We
build on this approach to show that it is possible to compute and minimize the worst-case CVaR
efficiently. Our results also have interesting connections to prior research in graphical models and
vine copulas in risk management, that we explore in more detail in the paper.

The outline of the paper is as follows. In Section 2, we provide a formal description of the
ambiguity set of distributions Θ in terms of the univariate marginals µi and bivariate marginals
µij . We discuss the problem of finding the closest consistent marginals by finding a smallest neigh-
borhood using the distance measure around the given bivariate marginals keeping the univariate
fixed, such that Θ is nonempty. We also provide a polynomial-sized convex reformulation for this
problem by assuming a tree structure. In Section 3, we provide a convex optimization problem to
find the worst-case upper bound on the inner maximization problem. We show that the bound is
efficiently computable when the bivariate marginal information forms a tree structure and extend
it to solve the distributionally robust portfolio optimization problem. In Section 4, we present
numerical experiments before concluding in Section 5.

2 Consistent Marginals in Θ

In this section, we provide a formal description of the ambiguity set Θ. We restrict our attention
to univariate and bivariate marginal information. Denote the random vector by c̃ = (c̃1, c̃2, . . . , c̃n)
and define the index set N = {1, 2, . . . , n}. Let Ci denote the set of values taken by c̃i for i ∈ N .
For i ∈ N , let µi denote the given univariate distribution where µi(ci) = Pθ(c̃i = ci) for ci ∈ Ci.
Let N ′ ⊆ N × N denote the index set (i, j) such that the bivariate marginal information for
(c̃i, c̃j) is known. Then for (i, j) ∈ N ′ with i < j, let µij denote the bivariate marginal where
µij(cij) = Pθ(c̃ij = cij) = Pθ(c̃i = ci, c̃j = cj) with c̃ij = (c̃i, c̃j) and cij = (ci, cj) for ci ∈ Ci and
cj ∈ Cj . The associated graph with this set of marginals consist of the vertex set N where each
vertex i corresponds to the random variable c̃i and the arc set N ′ where each undirected edge (i, j)
between vertex i and j corresponds to a pair of random variables c̃i and c̃j for which the bivariate
marginal is provided. Let (N ,N ′) denote the corresponding graph.

Let Θ denote the ambiguity set of distributions with the given univariate and bivariate marginals
defined as

Θ = {θ : proji(θ) = µi, ∀i ∈ N , projij(θ) = µij , ∀(i, j) ∈ N ′},

where proji(·) and projij(·) denote the projection of the joint distribution to the i-th and (i, j)-th
variables. An important question is to identify conditions on the univariate and bivariate marginals
which would guarantee that the set Θ is nonempty. A necessary set of conditions to guarantee the
set is nonempty is the consistency of the univariate and bivariate marginals which is given by the
equality conditions: ∑

cj∈Cj

µij(cij) = µi(ci), ∀ci ∈ Ci,∀i ∈ N : (i, j) ∈ N ′,∑
ci∈Ci

µij(cij) = µj(cj), ∀cj ∈ Cj , ∀j ∈ N : (i, j) ∈ N ′.
(2.1)

However, the consistency of univariate and bivariate marginals is not a sufficient condition to
guarantee the nonemptiness of Θ (see Vorob’ev [47]). For example, consider N = {1, 2, 3} with
binary random variables and N ′ = {(1, 2), (2, 3), (1, 3)}. The univariate marginals are given as
µ1(0) = µ1(1) = 1/2, µ2(0) = µ2(1) = 1/2, µ3(0) = µ3(1) = 1/2 and the bivariate marginals
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are given as µ12(0, 1) = µ12(1, 0) = 1/2, µ23(0, 1) = µ23(1, 0) = 1/2, µ13(0, 1) = µ13(1, 0) = 1/2.
Though the univariate and bivariate marginals are consistent in this example, the ambiguity set Θ
is empty. This is because the information on the bivariate marginals µ12 and µ23 imply that the
only possible distribution is (c̃1, c̃2, c̃3) = (0, 1, 0) with probability 1/2 and (1, 0, 1) with probability
1/2, which is inconsistent with the bivariate marginal µ13. The non-emptiness of the ambiguity
set Θ is ensured under the consistency of multivariate marginals when the graph satisfies a graph
theoretic condition known as the “running intersection property” (see Lauritzen [32]). One such
simple graph structure with bivariate marginals is a tree which we discuss in the next section.

2.1 Tree Structure of Bivariate Marginals

Mantegna [34] developed a network representation of the dependence among stocks using the cor-
relation matrix from a time-series of the prices of stocks. To do so, he proposed transforming the
correlation Rij between stock prices of i and j to a distance measure defined as Dij =

√
2(1−Rij).

The choice of this distance measure is such that it decreases from perfectly negatively correlated
stocks to perfectly positively correlated stocks. Using this distance matrix, he proposed construct-
ing a minimum spanning tree to create the sparsest graph such that stocks are connected. By
employing it on data from stocks in the Dow Jones Industrial Average index and the Standard and
Poor’s 500 index from July 1989 to October 1995, he observed that the minimum spanning tree
provides economic information and helps identify new sub-clusters of stocks.

A more recent approach in risk management that builds on trees to model high dimensional
probability distributions are vine copulas. Copulas are used to model joint distributions by modeling
the marginal distributions and the dependency structure among random variables separately (see
Sklar [45]). Specifying and estimating the copula in high dimensions is however a challenging
problem. In comparison, there is a lot more flexibility in the choice of bivariate copulas that
include the Gaussian, Student-t, Clayton, Gumbel, Frank, comonotonic and counter-monotonic
copula as special cases. Vine copulas build on bivariate copulas (see Bedford and Cooke [4], Joe
[28]) using a nested tree structure. A vine representation of a distribution is a sequence of nested
trees such that the edges of the tree at level i (denoted by Ti) are the nodes of the tree at level i+1
(denoted by Ti+1). The advantage of this approach is that expert information, possibly elicited in
terms of conditional correlations for pairs of stocks can be arbitrarily specified, without needing to
satisfy any global consistency requirements. Vine copulas have been used in portfolio optimization
with the CVaR measure (see Low et al. [33]). Maximum likelihood techniques to estimate the vine
copula from data have been developed (see Aas et al. [1]) and are freely available with packages such
as VineCopula in R. To illustrate an example of a vine copula, we consider the data set daxreturns
(sourced from Yahoo! Finance) which is available in the R package VineCopula.

Example 2.1 (Real data) The dataset consists of 1158 standardized residuals of daily log-returns
values of 15 major German stocks as represented in the DAX index from January 2005 to Au-
gust 2009. The function RVineStructureSelect in VineCopula is used to select the appropriate vine
structure, the bivariate copula families and the parameter values of the chosen pair-copula families
from the dataset. This is done through the maximum spanning tree algorithm in conjunction with
maximum likelihood techniques using the method proposed in Dissmann et al. [13]. The bivariate
copula families that were considered in the fit included the independent, Gaussian, Student-t, Clay-
ton, Gumbel, Frank copulas among others. The first two trees in the vine copula estimated for this
dataset is provided by Figure 1. The ticker symbols from DAX index are numbered in the figure
as follows: ALV.DE (1), BAS.DE (2), BAYN.DE (3), BMW.DE (4), DAI.DE (5), DBK.DE(6),
DTE.DE (7), EOAN.DE (8), FME.DE (9), LIN.DE (10), MUV2.DE (11), RWE.DE (12), SAP.DE
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(13), SIE.DE (14) and VOW3.DE (15). The complete vine copula contains nested trees at fourteen
different levels, the details of which can be obtained from the authors.

Figure 1: The trees in the vine copula at levels 1 and 2 are denoted by T1 and T2. The edges of T1
are nodes of T2.

The computational effort in estimating the vine copula grows quadratically in the number of
random variables, rather than linearly which makes the estimation problem challenging in high
dimensions and leads to robustness issues in model selection (see Brechmann et al. [3]). For
example in Figure 1, the edges (6, 7) and (7, 9) in the tree T1 indicates modeling the bivariate
distribution of returns of stocks 6 and 7 and the bivariate distribution of returns of stocks 7 and
9. On the other hand, in the tree T2, the edge between nodes (6, 7) and (7, 9) indicates modeling
the conditional bivariate distribution of returns of stocks 6 and 9 given the returns of stock 7.
One approach proposed in Brechmann et al. [3] is to truncate the vine copula at the top (or
close to the top level) and replace the bivariate copulas at the lower levels with the independence
copula (corresponding to a conditionally independent distribution). Truncating the vine at the
highest level with this approach corresponds to a Markov tree distribution (see Chow-Liu [9]).
For example in Figure 1, under such an approach, truncating at tree T1 would correspond to the
returns of stocks 6 and 9 being modeled as conditionally independent of each other, given the
returns of stock 7. However, computing the risk measure such as CVaR still remains hard with the
Markov tree distribution. This follows from Theorem 1.1 since in the extreme case, all the bivariate
copulas at the top tree level are the independent copulas, leading to an independent distribution.
Furthermore, the robustness of the risk estimates and the optimality of the corresponding portfolio
selection problem breaks down when the assumptions of conditional independence is violated at
the lower levels. To the best of our knowledge, this issue has not been tackled thus far in the
literature. Our results in this paper provides robust bounds that are valid for the truncated vine
copula, regardless of the assumptions at the lower levels of the tree. We build on this to find a
corresponding distributionally robust portfolio.

2.2 Closest Consistent Marginals

In this section, we consider the problem of finding the closest consistent marginals when the am-
biguity set Θ is empty. To do so, we shall make use of a measure of closeness between probability
distributions such as φ-divergence (see Ben-Tal et. al. [5], Pardo [36]). The φ-divergence (“dis-
tance”) between two vectors p = (p1, . . . , pm)T ≥ 0 and q = (q1, . . . , qm)T ≥ 0 in Rm is defined
as:

Iφ(p,q) =

m∑
i=1

qi φ

(
pi
qi

)
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where φ(t), the φ-divergence function, is convex for t ≥ 0, φ(1) = 0, 0.φ(α/0) = α. limt→∞ φ(t)/t for
α > 0 and 0.φ(0/0) = 0. There are various choices of φ in literature based on which φ-divergences
have been considered (see Pardo [36]). In Table 1, we mention some well known φ-divergences. For
φ-divergence function which is differentiable at t = 1, then ϕ(t) = φ(t)− φ′(1)(t− 1) also yields a
φ-divergence satisfying Iϕ(p,q) = Iφ(p,q) for probability vectors p and q, with ϕ(1) = ϕ′(1) = 0
and ϕ(t) ≥ 0.

Table 1: Some φ-divergences
Divergence φ(t), t ≥ 0 Iφ(p,q) φ∗(s)

Kullback-Leibler t log(t)− t+ 1
∑
i

pi log

(
pi
qi

)
es − 1

χ2-distance
1

t
(t− 1)2

∑
i

(pi − qi)2

pi
2− 2

√
1− s, s < 1

Hellinger distance (
√
t− 1)2

∑
i

(
√
pi −

√
qi)

2 s

1− s
, s < 1

For example, the Kullback-Leibler (KL) divergence that has been widely studied in the maximum
entropy problem has also been extensively used in distributionally robust portfolio optimization
(see Calafiore [6], Ben-Tal et. al. [5]).

We next find the minimal perturbation ρ for all the nominal bivariate marginals such that the
new bivariate marginals {θij}(i,j)∈N ′ lie within a corresponding ρ-neighborhood of {µij}(i,j)∈N ′ and
there exists a joint distribution consistent with the given univariate marginals {µi}i∈N and the new
bivariate marginals {θij}(i,j)∈N ′ . Let C = C1×C2× . . . Cn be the set of all possible realizations of c̃
and θ(c) = P(c̃ = c) for c ∈ C. Define for any ρ ≥ 0, the set of distributions Θρ (ρ-neighborhood)
as follows:

Θρ =
{
θ :

∑
c∈C|ci

θ(c) = µi(ci),∀i ∈ N ,∀ci ∈ Ci,∑
c∈C|cij

θ(c) = θij(cij),∀(i, j) ∈ N ′,∀cij ∈ Ci × Cj ,∑
c∈C

θ(c) = 1, θ(c) ≥ 0,∀c ∈ C,

I(θij ,µij) ≤ ρ, ∀(i, j) ∈ N ′
}
,

(2.2)

where c ∈ C|ci (c ∈ C|cij respectively) denotes c ∈ C given c̃i = ci (given c̃ij = cij respectively).
Without loss of generality, we assume that µi(ci) > 0 for all ci ∈ Ci, i ∈ N . Note that, if µi(ci) = 0
for some index i and realization ci, then it is natural to set µij(cij) = 0 in the definition of the
bivariate marginals for all j : (i, j) ∈ N ′ from consistency requirements, since the corresponding
θij(cij) must be 0. In this case, we can simply redefine the set Ci to denote the realizations of c̃i that
occur with a strictly positive probability. For the case where the marginals have a consistent joint
distribution, the set of distributions is nonempty for any non-negative ρ. More generally, when no
joint distribution exists corresponding to the given marginal information, we need to choose ρ to
be large enough so that this set is non-empty. The choice of ρ in defining the set of distributions
thus captures the confidence in the bivariate information and allows for dealing with inconsistent
marginals.

We next formulate an optimization problem to find the smallest neighborhood of the given
bivariate marginals which guarantees the nonemptiness of Θ. The problem of finding the closest
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consistent marginals using distance measure I is formulated as the solution to a convex optimization
problem:

min
ρ, θ, θij

ρ

s.t.
∑

c∈C|ci

θ(c) = µi(ci), ∀i ∈ N , ∀ci ∈ Ci,∑
c∈C|cij

θ(c) = θij(cij), ∀(i, j) ∈ N ′, ∀cij ∈ Ci × Cj ,∑
c∈C

θ(c) = 1,

θ(c) ≥ 0, ∀c ∈ C,
I
(
θij ,µij

)
≤ ρ, ∀(i, j) ∈ N ′.

(2.3)

In formulation (2.3), the objective is to minimize the distance of the neighborhood given by
ρ. The first four constraints ensure that there exists a joint distribution with univariate µi and
bivariate θij while the last constraint ensures that the bivariate θij lies in a ρ-neighborhood of µij .
Note that for consistent marginals µi and µij such that a joint distribution θ exists, the optimal
solution of (2.3) is ρ = 0. The number of variables in the convex optimization problem in (2.3)
is however exponential in the number of variables n. In the result below, we identify an instance
where the closest consistency problem can be solved as a polynomial sized convex optimization
problem.

Theorem 2.1 Consider the given univariate and bivariate marginals {µi}i∈N and {µij}(i,j)∈N ′
where the graph associated with (N ,N ′) is a tree. Then the solution to the following convex opti-
mization problem finds the minimal ρ-neighborhood for which there exists a joint distribution:

min
ρ, θij

ρ

s.t.
∑
cj∈Cj

θij(cij) = µi(ci), ∀i ∈ N : (i, j) ∈ N ′,∀ci ∈ Ci,∑
ci∈Ci

θij(cij) = µj(cj), ∀j ∈ N : (i, j) ∈ N ′, ∀cj ∈ Cj ,∑
cij∈Ci×Cj

θij(cij) = 1, ∀(i, j) ∈ N ′,

θij(cij) ≥ 0, ∀(i, j) ∈ N ′, ∀cij ∈ Ci × Cj ,
I(θij ,µij) ≤ ρ, ∀(i, j) ∈ N ′.

(2.4)

Proof. We show the equivalence of formulations (2.3) and (2.4) when the graph associated with
the univariate and bivariate marginal index sets (N ,N ′) forms a tree structure. Given a feasible
solution to (2.3) denoted by (ρ,θ,θij), we consider the corresponding solution (ρ,θij) to (2.4) with
the same objective value. This solution is feasible to (2.4) since:∑

cj∈Cj

θij(cij) =
∑
cj∈Cj

∑
c∈C|cij

θ(c) =
∑

c∈C|ci

θ(c) = µi(ci).∑
ci∈Ci

θij(cij) =
∑
ci∈Ci

∑
c∈C|cij

θ(c) =
∑

c∈C|cj

θ(c) = µj(cj).

By the non-negativity of θ(c), the non-negativity condition of θij(cij) holds in (2.4).
To show the converse, observe that given a feasible solution to (2.4), we can construct a joint

distribution by using a conditionally independent distribution (Markov tree) as follows:
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θ(c) =
∏
i∈N

µi(ci)
∏

(i,j)∈N ′

θij(cij)

µi(ci)µj(cj)
. (2.5)

To see that this defines a probability distribution, since (N ,N ′) is a tree, without loss of generality
we can assume that the nodes are numbered such that there exists an unique index σ(i) ∈ [1, i) for
each node i > 1, where there is an arc connecting nodes σ(i) and i. Clearly, the representation in
(2.5) is a probability distribution for n = 2 where θ(c) = θ12(c1, c2). For the purpose of induction,
assume that for a tree with n nodes denoted by (N ,N ′), (2.5) represents a probability distribution.
Then, the joint distribution for a tree with n + 1 nodes which is constructed by adding the arc
(σ(n + 1), n + 1) to the tree on n nodes, is generated such that given cσ(n+1), the value of cn+1 is
generated conditionally independent of all other nodes in the tree. This results in the representation
of the joint distribution on n+ 1 nodes as follows:

θ̂(c1, . . . , cn, cn+1) = θ(c1, . . . , cn)
θσ(n+1),n+1(cσ(n+1), cn+1)

µσ(n+1)(cσ(n+1))
,

= θ(c1, . . . , cn)
θσ(n+1),n+1(cσ(n+1), cn+1)µn+1(cn+1)

µσ(n+1)(cσ(n+1))µn+1(cn+1)
,

=
∏

i∈N∪{n+1}

µi(ci)
∏

(i,j)∈N ′∪{σ(n+1),n+1}

θij(cij)

µi(ci)µj(cj)
,

= θ(c1, . . . , cn, cn+1),

where the last inequality arises from using the representation (2.5) for θ, thus resulting in the
desired form for θ̂. Furthermore, from the construction and the constraints, it is easy to check
that the probability values are nonnegative and it satisfies the univariate and bivariate marginal
conditions: ∑

c∈C|cij

θ(c) = θij(cij) and
∑

c∈C|ci

θ(c) = µi(ci).

In conjunction with the distance measure constraints of the bivariate marginals, we satisfy the
conditions of (2.3). Hence, the formulation is tight.

Observe that in formulation (2.3), the number of decision variables is O(mn) where m is the
number of possible values that each of the n random variables takes. On the other hand in formu-
lation (2.4), the number of decision variables is only O(nm2).

2.3 Relation to Existing Results

In this section, we relate Theorem 2.1 to some of the existing results in literature and discuss
possible extensions.

(1) Roughgarden and Kearns [40] considered the problem of finding a minimal ρ-neighborhood
over which a consistent joint distribution θ exists which is obtained by perturbing both the
univariate marginals {µi}i∈N and the bivariate marginals {µij}(i,j)∈N ′ using L1-norm which
can be replaced by any distance measure. However since they consider a general graph struc-
ture for the bivariates, their problem is NP-hard to solve. We can build on their approach in
cases when the univariate marginal information is not reliable by also perturbing the univari-
ate marginals using the distance measure I. The convex optimization problem (2.4) for the
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tree structure in this case can be extended to the following formulation:

min
ρ, θi, θij

ρ

s.t.
∑
cj∈Cj

θij(cij) = θi(ci), ∀i ∈ N : (i, j) ∈ N ′, ∀ci ∈ Ci,∑
ci∈Ci

θij(cij) = θj(cj), ∀j ∈ N : (i, j) ∈ N ′,∀cj ∈ Cj ,∑
cij∈Ci×Cj

θij(cij) = 1, ∀(i, j) ∈ N ′,

θij(cij) ≥ 0, ∀(i, j) ∈ N ′, ∀cij ∈ Ci × Cj ,
I (θi,µi) ≤ ρ, ∀i ∈ N ,
I
(
θij ,µij

)
≤ ρ, ∀(i, j) ∈ N ′.

(2.6)

(2) The optimization problems (2.3) and (2.4) are closely related to the formulation of the iterative
proportional fitting (IPF) procedure (see Deming and Stephan [11], Fienberg [22], Glasser-
man and Yang [24], Ireland and Kullback [27]) which is also known as biproportional fitting
or raking. In the IPF procedure, the bivariate or higher-dimension multivariate marginal in-
formation is adjusted keeping the given univariate or lower-dimension marginals respectively
fixed, thereby maximizing the bivariate (or multivariate as the case may be) entropy or relative
entropy which is equivalent to minimizing the KL-divergence. The optimization problem as-
sociated with the IPF method for given univariate and bivariate marginals can be formulated
as follows:

max
θij

−
∑

(i,j)∈N ′

∑
cij∈Ci×Cj

θij(cij) log

(
θij(cij)

µij(cij)

)
s.t.

∑
cj∈Cj

θij(cij) = µi(ci), ∀i ∈ N : (i, j) ∈ N ′,∀ci ∈ Ci,∑
ci∈Ci

θij(cij) = µj(cj), ∀j ∈ N : (i, j) ∈ N ′, ∀cj ∈ Cj ,∑
cij∈Ci×Cj

θij(cij) = 1, ∀(i, j) ∈ N ′,

θij(cij) ≥ 0, ∀(i, j) ∈ N ′,∀cij ∈ Ci × Cj .

(2.7)

This problem can be reformulated in terms of the ρ-neighborhood formulation as follows:

min
ρ, θij

∑
(i,j)∈N ′

ρij

s.t.
∑
cj∈Cj

θij(cij) = µi(ci), ∀i ∈ N : (i, j) ∈ N ′, ∀ci ∈ Ci,∑
ci∈Ci

θij(cij) = µj(cj), ∀j ∈ N : (i, j) ∈ N ′,∀cj ∈ Cj ,∑
cij∈Ci×Cj

θij(cij) = 1, ∀(i, j) ∈ N ′,

θij(cij) ≥ 0, ∀(i, j) ∈ N ′,∀cij ∈ Ci × Cj ,
IKL(θij ,µij) ≤ ρij , ∀(i, j) ∈ N ′.

(2.8)

Observe that the above formulation is similar to that of (2.4) except that here the objective
is defined using the L1-norm while in (2.4) it is defined using the L∞-norm with the KL-
divergence IKL measure.
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(3) A related problem that has been studied is to generate distributions with given univariate
marginals together with expert information specified in terms of a covariance matrix. One
such method is the NORTA (NORmal To Anything) method (see Cario and Nelson [7]).
While popular, it is known that the NORTA method might not be able to generate joint
distributions in all instances where there exists sets of univariate marginals with a feasible
covariance matrix (see Ghosh and Henderson [23] for counterexamples). Ghosh and Henderson
[23] proposed a general linear optimization formulation to construct a joint distribution with
given univariate marginals and a covariance matrix if one exists or else show that the problem
is infeasible. However the size of their linear program grows exponentially in the number of
random variables and is hence easy to solve only in low dimensions. Using our previous result,
we can extend their formulation as follows. Assume that, for each (i, j) ∈ N ′, we are given
an estimate of the covariance between i and j represented by Σij . Define the mean of the
random variables as E(c̃i) =

∑
ci
ciµi(ci). We can then generalize the formulation in (2.4) by

using covariance information as follows:

min
ρ, θij

ρ

s.t.
∑
cj∈Cj

θij(cij) = µi(ci), ∀i ∈ N : (i, j) ∈ N ′,∀ci ∈ Ci,∑
ci∈Ci

θij(cij) = µj(cj), ∀j ∈ N : (i, j) ∈ N ′, ∀cj ∈ Cj ,∑
cij∈Ci×Cj

θij(cij) = 1, ∀(i, j) ∈ N ′,

θij(cij) ≥ 0, ∀(i, j) ∈ N ′, ∀cij ∈ Ci × Cj , ∑
cij∈Ci×Cj

cicjθij(cij)− E(c̃i)E(c̃j)

− Σij ≤ ρ, ∀(i, j) ∈ N ′,

−

 ∑
cij∈Ci×Cj

cicjθij(cij)− E(c̃i)E(c̃j)

+ Σij ≤ ρ, ∀(i, j) ∈ N ′.

(2.9)
Note that at optimality ρ = max(i,j)∈N ′ |E(c̃ic̃j)−E(c̃i)E(c̃j)−Σij |. If the optimal objective
value in (2.9) is ρ = 0, then by using a proof construction as in Theorem 2.1, there exists a
joint distribution with the given univariate marginals and covariance matrix, else there exists
no such distribution. Note that unlike the original linear program in Ghosh and Henderson
[23], the number of variables and constraints in the linear program (2.9) is polynomial in the
number of random variables. This is because we make the assumption of a tree structure on the
known covariance information. Kaut and Lium [29] present alternate methods to create joint
distributions with marginal distributions that are close to given discrete marginal distributions
and a correlation matrix close to a given correlation matrix. While their approach works with
general graphs, the problem is not formulated in the robust optimization framework and needs
to enforce global consistency requirements.

3 Worst-Case Bounds

The distributionally robust CVaR (or expected shortfall) problem for portfolio optimization in (1.2)
is typically formulated as:
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min
x∈X , β∈R

(
β +

1

1− α
max
θ∈Θ

Eθ[c̃Tx− β]+
)

In this section, we focus on solving the inner maximization problem for fixed x and β, and finding
the worst-case distribution corresponding to it. We consider a more general expected value of
functions of the form Eθ

[
maxk∈K

(
c̃Tak(x) + bk(x)

)]
where K = {1, 2, . . . ,K} and ak(x), bk(x) are

assumed to be affine functions of the decision vector x ∈ X . Observe that for K = {1, 2}, defining
a1(x) = x, b1(x) = −β and a2(x) = 0, b2(x) = 0, the problem reduces to the inner maximization
problem for the robust CVaR problem. Our interest in finding bounds for a slightly more general
class of piecewise affine, convex functions in the random variables is because it commonly arises
in linear optimization problems with uncertainty. For example, consider a linear programming
problem:

min
x

dTx

s.t. c̃Tak(x) + bk(x) ≤ 0, k ∈ K
x ∈ X ,

(3.1)

where ak(x), bk(x) are assumed to be affine functions of the decision vector and X is a polyhedral
set. The decision x however needs to be decided, before the actual value of the random vector c̃
is known. One approach to model this problem is through joint chance constraints, which in most
cases leads to a non-convex formulation. An alternative approach proposed by Klein Haneveld and
van der Vlerk [30] is to model this with integrated joint chance constraints as follows:

min
x

dTx

s.t. Eθ
[
max
k∈K

(
c̃Tak(x) + bk(x)

)]
≤ β,

x ∈ X ,

(3.2)

where β ≤ 0 is a risk-aversion parameter that is chosen by the decision-maker and θ is the distribu-
tion of the random vector c̃. However, the solution to this problem assumes that the distribution
is known. The distributionally robust counterpart of this problem is given as:

min
x

dTx

s.t. sup
θ∈Θ

Eθ
[
max
k∈K

(
c̃Tak(x) + bk(x)

)]
≤ β,

x ∈ X .

(3.3)

Efficiently computing bounds on the expected value given by Eθ
[
maxk∈K

(
c̃Tak(x) + bk(x)

)]
has a

direct implication on the solvability of the corresponding distributionally robust linear optimization
problem. We focus on this more general class of bounds in this section.

For given univariate µi and bivariate µij , the set of distributions is defined by Θρ for a given
ρ ≥ 0. When no joint distribution exists corresponding to the given marginal information, ρ must
be at least the minimal perturbation for which the set is nonempty obtained by solving (2.3).
For the case where the marginals have a consistent joint distribution, the set of distributions is
nonempty for any non-negative ρ. The choice of ρ in defining the set of distributions thus captures
the confidence in the bivariate information. We next provide an equivalent formulation to compute
the tight upper bound. The result is an extension of the linear programming problem formulation
provided in Doan and Natarajan [14] where we consider a ρ-neighborhood around the bivariate
marginals thus providing for a tradeoff between conservatism in the risk measure and confidence in
the bivariate information. The proof is provided in the appendix.

13



Theorem 3.1 Consider the univariate and bivariate marginals {µi}i∈N and
{
µij
}
(i,j)∈N ′ with

the set Θρ defined in (2.2). Let V denote the optimal value of the following convex program:

max
vk, vki , v

k
ij , w, θij

∑
k∈K

∑
c∈C

cTak v
k(c) +

∑
k∈K

bkwk

s.t.
∑

c∈C|cij

vk(c) = vkij(cij), ∀(i, j) ∈ N ′,∀cij ∈ Ci × Cj ,∀k ∈ K,∑
c∈C|ci

vk(c) = vki (ci), ∀i ∈ N , ∀ci ∈ Ci, ∀k ∈ K,∑
c∈C

vk(c) = wk, ∀k ∈ K,∑
k∈K

wk = 1,∑
k∈K

vki (ci) = µi(ci), ∀i ∈ N , ∀ci ∈ Ci,∑
k∈K

vkij(cij) = θij(cij), ∀ (i, j) ∈ N ′,∀cij ∈ Ci × Cj ,

I(θij ,µij) ≤ ρ, ∀(i, j) ∈ N ′,
vk(c) ≥ 0, ∀c ∈ C,∀k ∈ K
wk ≥ 0, ∀k ∈ K.

(3.4)

Then V coincides with the bound M = maxθ∈Θρ Eθ
[
maxk∈K

(
c̃Tak + bk

)]
.

3.1 Tree Structure

In Theorem 3.1, we considered the general set of distributions in (2.2) with no additional condi-
tions on the structure of the bivariate marginal information. Building on Theorem 2.1, under the
assumption of a tree structure over the set of indices (N ,N ′), the set of distributions Θρ can be
defined in terms of univariate and bivariate marginals as:

Θρ =
{
θ :

∑
cj∈Cj

θij(cij) = µi(ci),∀i ∈ N : (i, j) ∈ N ′,∀ci ∈ Ci,∑
ci∈Ci

θij(cij) = µj(cj),∀j ∈ N : (i, j) ∈ N ′, ∀cj ∈ Cj ,

θij(cij) ≥ 0, ∀(i, j) ∈ N ′,∀cij ∈ Ci × Cj ,
I(θij ,µij) ≤ ρ, ∀(i, j) ∈ N ′

}
.

(3.5)

The formulation for the worst-case bound is provided next and the proof is provided in the appendix.

Theorem 3.2 Consider the univariate and bivariate marginals {µi}i∈N and
{
µij
}
(i,j)∈N ′ such

that (N ,N ′) has a tree structure with the set Θρ defined in (3.5). Let V denote the optimal value
of the following primal convex program
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max
vki , v

k
ij , w, θij

∑
k∈K

∑
i∈N

∑
ci∈Ci

cia
k
i v

k
i (ci) +

∑
k∈K

bkwk

s.t.
∑
k∈K

vkij(cij) = θij(cij), ∀(i, j) ∈ N ′, ∀cij ∈ Ci × Cj ,∑
k∈K

vki (ci) = µi(ci), ∀i ∈ N , ∀ci ∈ Ci,∑
cij∈Cij

vkij(cij) = wk, ∀(i, j) ∈ N ′, ∀k ∈ K,∑
ci∈C

vki (ci) = wk, ∀i ∈ N , ∀k ∈ K,∑
k∈K

wk = 1,∑
ci∈Ci

vkij(cij) = vkj (cj), ∀j ∈ N : (i, j) ∈ N ′,∀k ∈ K,∀cj ∈ Cj ,∑
cj∈Cj

vkij(cij) = vki (ci), ∀i ∈ N : (i, j) ∈ N ′, ∀k ∈ K,∀ci ∈ Ci,

I(θij ,µij) ≤ ρ, ∀(i, j) ∈ N ′,
vkij(cij) ≥ 0, ∀(i, j) ∈ N ′, ∀cij ∈ Ci × Cj , ∀k ∈ K,
wk ≥ 0, ∀k ∈ K.

(3.6)

Then V coincides with the bound M = maxθ∈Θρ Eθ
[
maxk∈K

(
c̃Tak + bk

)]
.

3.2 Relation to Graphical Models

In this section, we relate our formulations to existing results on the complexity of probabilistic
inference in graphical models (see Wainwright and Jordan [48]) where graphs are used to represent
probability distributions. In an undirected graphical model, given any three sets of mutually
disjoint subsets of vertices, denoted by N1,N2,N3 ⊆ N , the random variables indexed by N1

are independent of the random variables indexed by N2, given the values of the random variables
indexed by N3, if there is no path from a vertex in N1 to a vertex in N2, when we remove the vertices
N3 from the graph (see Lauritzen [32]). This corresponds to a set of conditional independence
restrictions on the random variables. The key inference problems in graphical models are the
following: (a) compute the marginal distribution over a subset of the nodes of the graph, and
(b) compute the mode of the density function. The main insight in graphical models is that
for tree structured graphs (and more generally graphs with low treewidth), problems (a) and (b)
are solvable in polynomial time while for general graphs, these problems are hard to solve (see
Wainwright and Jordan [48] and Chandrashekaran et al. [8]). In a similar spirit, the size of the
formulation in (3.4) indicates that computing our bound of interest for general graphs is most
likely to be hard as it involves O(Kmn) decision variables where m is the number of possible values
that each of the n random variables takes. A closely related result by Pitowsky [37] shows that
membership problem for a correlation polytope is a NP-complete problem. In related work by
Roughgarden and Kearns [40], the problem of finding the closest consistent marginals is reduced
to the problem of maximum a posteriori (MAP) inference in general graphs which is known to
be NP-hard. In sharp contrast for trees, the formulation involves only O(Knm2) variables (see
(3.6)) and is solvable in polynomial time. However there is a key distinction in our insights from
that in graphical models. While graphical models make the conditional independence assumption
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in trees to guarantee tractability of problems (a) and (b), this in turn would make the problem
of computing the worst-case bound on the expected value of piecewise linear affine functions of
the random variables hard (as indicated by Theorem 1.1). In contrast, we assume a worst-case
dependency structure on trees to guarantee tractability. Thus, we make use of graphical models
to guarantee the existence of a joint distribution, but our worst-case distribution is typically very
different from the conditionally independent distribution.

3.3 Distributionally Robust Portfolio Optimization

In the distributionally robust CVaR problem (1.2) which has a min-max formulation, the aim is
to find the optimal decision variable x which minimizes the worst-case expected shortfall. Since
the inner maximization problem is a convex programming problem, it can be reformulated as
the minimization problem using a dual formulation, thereby simplifying the distributionally robust
CVaR problem to a minimization problem. The worst-case CVaR problem (1.2) can be reformulated
using the dual of (3.6) as follows:

min
x∈X ,β,λ≥0,ξ,ζ,τ ,ν

β +
1

1− α

ν +
∑

(i,j)∈N ′
λijρ+

∑
i∈N

∑
ci∈Ci

ξi(ci)µi(ci) +
∑

(i,j)∈N ′
λij I

∗(., µij)

(
ξij
λij

)
subject to ν ≥ bk +

∑
i∈N

τki +
∑

(i,j)∈N ′
τkij , ∀k ∈ K

ξi(ci) + τki ≥ ciaki +
∑

j∈N :(i,j)∈N ′
ζkji (ci) +

∑
l∈N :(l,i)∈N ′

ζkli (ci), ∀i ∈ N , ∀ci ∈ Ci, ∀k ∈ K

ξij(cij) + τkij + ζkij (cj) + ζkji (ci) ≥ 0, ∀(i, j) ∈ N ′,∀cij ∈ Ci × Cj ,∀k ∈ K
(3.7)

where K = {1, 2}, a1i (x) = xi, a
2
i = 0, b1 = −β, b2 = 0 and I∗(., µij) denotes the conjugate of

I(., µij) which is defined as ψ∗(η) = supt≥0{〈η, t〉 − ψ(t)} for the function ψ.

4 Numerical Experiments

In this section, we present numerical results to compare the upper bounds obtained from the
distributionally robust CVaR formulation with alternative approaches. We consider two examples
with simulated and real data wherein the complete univariate and partial bivariate information is
provided with (N ,N ′) forming a tree structure.

Example 4.1 (Simulated data) For this numerical example we fix N = {1, 2, 3, 4, 5} with the
random variable c̃i taking values in Ci = {1, 2, . . . , 10} for i ∈ N . Let the bivariate marginals be
specified for N ′ = {(1, 2), (2, 3), (3, 4), (4, 5)} where the index set (N ,N ′) form a series graph. We
focus on the worst-case upper bound:

max
θ∈Θρ

Eθ
[∑
i∈N

c̃i − β
]+

(4.1)

where I(·, ·) in Θρ in this experiment measures the KL-divergence between distributions. Bayraksan
and Love [2] provide a nice classification of φ-divergences in terms of its properties of suppressing
scenarios and popping scenarios. For example, the KL-divergence is a measure which can suppress
scenarios (namely the nominal distribution might have a non-zero probability event for a scenario,
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but the worst-case distribution might make this zero probability), but cannot pop scenarios (namely
the nominal distribution might have a zero probability event for a scenario, but the worst-case
distribution might make this non-zero). In our example, we consider nominal bivariate marginals
µij(cij) with non-zero probability for all scenarios cij . Hence there is no need to consider the
possibility of popping scenarios here, making KL-divergence a reasonable choice. We make a few
related observations here:

1. As ρ increases, the upper bound converges to the worst-case bound obtained by assuming
only univariate distributions are known. This reduces to the well-known comonotonic upper
bound that is obtained by perfect positive dependence among the components of the random
vector (see Dhaene et al. [12]).

2. For consistent marginals, as ρ tends to zero, the bound converges to the worst-case bound
with known bivariate distributions.

3. In the case with inconsistent bivariate marginals, as ρ tends to ρ∗ where ρ∗ is the minimal
perturbation obtained by solving the closest consistent marginal formulation (2.4), the bound
converges to the worst-case bound with the optimal bivariate distributions obtained from the
model. Thus as ρ is decreased and more confidence is attached to the expert information,
the bound reduces from the comonotonic upper bound to the worst-case bound assuming
the exact bivariate marginals known or that obtained from the closest consistent marginals
problem.

In our computations, the bounds are estimated with the KNITRO solver that is accessed through
the AMPL modeling language.
(a) Uniform marginals: First we consider the scenario with consistent uniform marginal distribu-
tions. Corresponding to consistent univariate and bivariate marginals, a joint distribution can be
generated using the Markov tree distribution, thereby ensuring that the class of distributions Θρ

defined by (3.5) is nonempty for any ρ ≥ 0. To compute the bound, we solve the convex optimiza-
tion problem (3.6) with K = {1, 2}, a1i = 1 for i ∈ N , b1 = −β and a2i = 0 for i ∈ N , b2 = 0. We
assume that each c̃i is a discrete uniform random variables which takes values in Ci with probability
0.1. We consider three different kinds of dependencies to model expert information in the set N ′,
each computed using a discretized Gaussian copula: (i) highly positively correlated pairs of random
variables (R = 0.69), (ii) pairwise independent random variables (R = 0) and (iii) highly negatively
correlated pairs of random variables (R = −0.69). We use identical copula for each pair of variables
in N ′. Figures 2 and 3 represent the probability heat maps of the optimal bivariate distributions
for the random variables c̃1 and c̃2 obtained by solving the convex optimization problem (3.6) for
β = 15, 30, 45 corresponding to different values of the parameter ρ = 0.00001, 0.01, 0.1, 0.5 for all
three dependencies R = 0.69, 0,−0.69. We also provide the worst-case bounds in the figure (cap-
tioned ‘Bound’ in each sub-figure). Optimal distributions for the other bivariate combinations are
similar to the above and hence not shown here.
In Figure 2 (left panel: correlation = 0.69), we observe that as ρ decreases (we move up the figure),
the bivariate distributions are positively correlated with small changes where the bound decreases
slightly. This is because in the worst-case even when ρ is large, there is strong positive depen-
dence among the random variables. In Figure 2 (right panel: independent case), we see a more
significant change in the worst-case bivariate distributions as ρ decreases (we move up the figure)
where it moves from positively correlated distributions to independent distributions. On the other
hand, in Figure 3 (correlation = -0.69), we see very significant changes as ρ decreases (we move
up the figure). In this case, the worst-case bivariate distributions moves from positively correlated
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Figure 2: Probability heat maps for the worst-case θ12 for discrete uniform random variables
where c̃i ∈ {1, 2, . . . , 10} with equal probability with a discretized Gaussian copula and correla-
tion on the left: R = 0.69, right: R = 0. The values of β are varied in {15, 30, 45} and ρ in
{0.00001, 0.01, 0.1, 0.5}.

distributions to negatively correlated distributions. The bound reduces much more in this case
since the expert information is very different from the worst-case bivariate distributions that highly
positively correlated as the random variables are comonotonic. In Figure 4, we compare the bounds
for the perturbation parameter ρ = 0.1 with the bounds obtained from the bivariate distribution
known exactly and from only the univariate distributions known for different β in all the three
cases. Observe that depending on the expert information, the bound varies between the bounds
obtained from univariate and the bivariate information. For the positively correlated scenario, the
bound for ρ = 0.1 is closer to the univariate bound while for the negatively correlated case, it is
closer to the bivariate bound. Thus we observe that the model is able to capture the trade-off
between conservatism in the worst-case risk measure and confidence in expert information.
(b) Non-uniform marginals: In our next example, we consider a non-uniform discrete univariate
distribution for i ∈ N with the marginals given in Table 1, while generating three different bivariate
distributions for (i, j) ∈ N ′ using the discrete Gaussian copula with correlations 0.69, 0 and −0.69
(as in the previous example). Clearly the marginals are inconsistent in all three cases (since the

c 1 2 3 4 5 6 7 8 9 10

µi(c) 0.025 0.050 0.075 0.15 0.20 0.20 0.15 0.075 0.050 0.025

Table 1: Univariate marginals µi
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Figure 3: Probability heat maps for the worst-case θ12 for discrete uniform random variables
where c̃i ∈ {1, 2, . . . , 10} with equal probability with a discretized Gaussian copula and correlation
R = −0.69. The values of β are varied in {15, 30, 45} and ρ in {0.00001, 0.01, 0.1, 0.5}.

discretized Gaussian copula has discrete uniform marginals). Thus we must first solve the closest
consistency problem (2.4) and then consider the class of distribution Θρ with ρ ≥ ρ∗ where ρ∗ is the
minimal perturbation obtained. For the cases with correlations 0.69, 0 and −0.69, the value of ρ∗ as
obtained by solving (2.4) are 0.342356, 0.434234 and 0.342356 respectively. Moreover, the optimal
bivariate distribution θij consistent with the given univariate as obtained by solving the problem
(2.7) are feasible for Θρ with ρ ≥ ρ∗. For β = 5, 10, . . . , 45, 50 and different values of ρ > ρ∗,
the bounds were calculated using (3.6). As ρ increases, the bound converges to the univariate
bound whereas as ρ decreases to ρ∗, the bound converges to the worst-case bound obtained with
the consistent bivariate marginals identified.

In Figure 5, we present the heat map of the optimal bivariate distributions for the random variables
c̃1 and c̃2 obtained by solving (3.6) over β = 15, 30, 45 corresponding to different values of the
parameter ρ = 0.34236, 0.4, 0.75, 1.1 for the case with correlation coefficient −0.69. In Figure 6,
we compare the bound for ρ = 0.5 with the bound obtained for ρ = ρ∗ and that obtained with
univariate marginals for all three cases. Unlike the uniform univariate marginals case in the first
example, the probabilities for the optimal bivariate distributions are concentrated towards the
center; see Table 1. Comparing Figure 5 with Figure 3 (same bivariate information, but different
univariate information), we observe that although the concentration of mass is affected by the
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Figure 4: Comparison of the bounds for ρ = 0.1 for discrete uniform random variables where
c̃i ∈ {1, 2, . . . , 10} with equal probability with a discretized Gaussian copula. The values of β are
varied in {0, 5, . . . , 40, 45}.
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Figure 5: Heat map for the worst-case θ12 for discrete random variables where c̃i ∈ {1, 2, . . . , 10}
with probabilities given in Table 1 with discretized Gaussian copula and correlation coefficient
-0.69. The values of β are varied in {15, 30, 45} and ρ in {0.34236, 0.4, 0.75, 1.1}.

marginal univariate information provided; as ρ decreases we move from a more positively correlated
structure to a more negatively correlated structure in both examples. The bounds again show more
significant decrease for the negative correlation case as compared to the positive correlation case.
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Figure 6: Comparison of the bounds for ρ = 0.5, ρ = ρ∗ and with only univariate information
for discrete random variables where c̃i ∈ {1, 2, . . . , 10} with probabilities given in Table 1 with a
discretized Gaussian copula.

Example 4.2 (Real data) We revisit the data discussed in Example 2.1. A total of 1158 daily
returns for a set of 15 stocks was provided in the dataset with the values normalized in the range
[0, 1]. Our goal is to test the effect of different dependency structures in this experiment. The
computational experiments are implemented as follows:

1. Constructing the vine copula: Using the entire dataset, a set of nested trees in the vine copula
was estimated by the R function RVineStructureSelect using the R package VineCopula. The
package also provides the estimated bivariate copula families and their parameters. The trees
identified at the first two levels of the vine copula are provided in Figure 1.

2. Simulating from the vine copula: Given this vine copula, the function RVineSim is used to
simulate 20 sets of 5000 observations for the 15 stocks in daxreturns. We will average the
results over these 20 sets to account for sampling errors that arise from simulations. We next
discretize the distribution to use in our methodology as follows: Partition the observations for
each asset into 10 intervals: [0, 0.1], (0.1, 0.2], . . . , (0.9, 1]. Using these partitions, we associate
the intervals with the 10 support points 0.05, 0.15, . . . , 0.95 respectively. This results in 20
sets of samples of 5000 observations for a discrete distribution that is an approximation to
the vine copula. For each of these discretized datasets, the expected value Eθ[

∑
i∈N c̃i − β]+

is calculated and the result is averaged over the sets. These results are referred to as vine
copula simulation (VC sim.) in Figure 7.

3. Simulating from conditionally independent distribution: Truncating the vine copula at level
1 results in the tree T1 provided in Figure 1. We simulate returns using this tree and gen-
erate 20 datasets of 5000 observations, by using the independent bivariate copulas at the
lower levels of the vine (instead of the bivariate copulas estimated at the lower levels from
RVineStructureSelect). Note that the data as generated is consistent. The key difference from
step 2 is the way in which dependency is modeled among the stocks at the lower levels. Using
a similar discretization approach, we average the expected value Eθ[

∑
i∈N c̃i−β]+ over the 20

datasets. These results are referred to as conditionally independent simulation (Cond. Ind.
sim.) in Figure 7.

4. Evaluating the worst-case bounds: We next use the tree T1 and the corresponding univari-
ate and bivariate discrete distributions for the datasets generated in the previous step from
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the vine copula. For each of these sets, the worst-case bound maxθ∈Θ Eθ[
∑

i∈N c̃i − β]+

is calculated using formulation (3.6) (here ρ = 0 since the bivariates are consistent in the
dataset) and the results are averaged over the sets. These bounds are referred to as the
worst-case bivariate bounds (Bivariate) in Figure 7. Note that similarly, worst-case bounds
can be averaged for the datasets generated using the conditionally independent distribution.
The bounds are very close to each other since the univariate and bivariate distributions in
tree T1 are almost identical for both models. To test the effects of capturing the dependency
information through bivariate distributions, we also evaluate the worst-case bounds using
the simulated data when only the univariate marginal distributions are known. This corre-
sponds to homogeneous uniform marginals in the dataset daxreturns which provides only
transformed standardized residuals of daily log returns for all the 15 stocks to focus primarily
on dependence modeling. The bounds are referred to as the worst-case univariate bounds
(Univariate) in Figure 7. We can calculate these worst-case univariate bounds by solving
the following linear programming problem which is obtained by relaxing (3.6) wherein the
bivariate constraints are not considered:

max
vki , w

∑
k∈K

∑
i∈N

∑
ci∈Ci

cia
k
i v

k
i (ci) +

∑
k∈K

bkwk

s.t.
∑
k∈K

vki (ci) = µi(ci), ∀i ∈ N ,∀ci ∈ Ci,∑
ci∈C

vki (ci) = wk, ∀i ∈ N ,∀k ∈ K,∑
k∈K

wk = 1,

wk ≥ 0, ∀k ∈ K.

(4.2)

In Figure 7, the expected values Eθ[
∑

i∈N c̃i − β]+ from simulations and the worst-case bounds
maxθ∈Θ Eθ[

∑
i∈N c̃i − β]+ by solving (3.6) and (4.2) respectively are plotted. As the figure illus-

trates, the bounds from using only the univariate information are weaker than the bounds that
incorporate bivariate information. These results are closer to the expected values obtained from
the vine copula model and provide a valid upper bound irrespective of how the lower levels of
the vine copula are modeled. In comparison, the expected values obtained from the conditionally
independent distribution are much lower. In the risk management context, the vine copula model
and the worst-case bounds tend to be more relevant, since dependency is a key aspect of datasets
involving stock returns.

Next we study the distributionally robust optimization formulation with CVaR in (1.3) by
considering the allocation vector x = (x1, x2, . . . , x15) where xi corresponds to the fraction invested
in stock i, that is

∑15
i=1 xi = 1. In addition, we do not allow shorting, that is xi ≥ 0 for all

i = 1, . . . , 15 and assume that at most 20% of the budget can be invested in any single asset. We
solve the distributionally robust CVaR formulation (3.7) for four different values of quantile levels
α = 0.75, 0.80, 0.85, 0.90. We denote the optimal portfolio found by solving the distributionally
robust model with the tree structure as xrob. In addition, we find the optimal portfolio that
minimizes the CVaR with the vine copula distribution by solving a linear program using a sample
average approximation with 5000 samples (see Rockafellar and Uryasev [39], Shapiro, Dentcheva
and Ruszczyński [43]). We refer to this optimal portfolio as xvc. To evaluate the performance of
the two portfolios, we use the contamination technique that has been proposed in Dupačová [16]
to analyze the stability of optimal solutions in stochastic programs when the true distribution is
contaminated by another distribution. Consider the following contamination of the distribution θ
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Figure 7: Simulated VC (vine copula), Cond. Ind. (conditionally independent distribution) ex-
pected values and worst-case bounds.

which corresponds to the vine copula distribution by a distribution ψ, through the following convex
combination:

θλ = (1− λ)θ + λψ, ∀λ ∈ [0, 1], (4.3)

where ψ ∈ Θ. The goal is to analyze the performance of the portfolios under contamination, when
the true distribution is different from the assumed distribution. Using the linearity of the CVaR,
for a given portfolio allocation vector x, we have:

ESθλα
(
c̃Tx

)
= (1− λ)ESθα

(
c̃Tx

)
+ λESψα

(
c̃Tx

)
, ∀λ ∈ [0, 1]. (4.4)

A natural choice for the contaminating distribution ψ that can be used to stress-test any fixed port-
folio x, is the worst-case distribution that maximizes the expected shortfall, ψ = arg maxθ∈Θ ESθα

(
c̃Tx

)
from (1.2). When λ = 0, the optimal portfolio that minimizes the CVaR defined in (4.4) with dis-
tribution θ0 is given by xvc. On the other hand, when λ = 1, the optimal portfolio that minimizes
the CVaR with distribution θ1 is given by xrob. Clearly, the two optimal portfolios satisfy the
following conditions:

ESθ0α
(
c̃Txvc

)
≤ ESθ0α

(
c̃Txrob

)
,

ESθ1α
(
c̃Txvc

)
≥ ESθ1α

(
c̃Txrob

)
,

(4.5)

An important question is to then identify the minimum value of λ∗, beyond which the robust
portfolio outperforms the portfolio obtained from the vine copula distribution, under contamination.
If λ∗ < 0.5, it indicates that with less than 50% contamination, the robust portfolio outperforms the
vine copula portfolio. On the other if λ∗ > 0.5, this indicates that more than 50% contamination is
needed for the robust portfolio to outperform the vine copula portfolio. The value of λ∗ can be easily
calculated once the two portfolios xrob and xvc are obtained. The λ∗ values for the four different
quantile levels are provided in Table 2 which also provide the CVaR values from the vine copula
and the worst-case distribution. The key takeaway from the table is that in this dataset, less than
50% contamination (between 38.2% and 46%) is needed for the robust portfolio to outperform the
optimal vine copula portfolio. This indicates that the robust portfolio provides better performance
than the sample average approximation method, with lower levels of contamination, highlighting

23



α Portfolio Worst-case CVaR Vine copula CVaR λ∗

0.75
xrob

xvc

0.812
0.846

0.752
0.731

0.382

0.80
xrob

xvc

0.838
0.871

0.775
0.753

0.398

0.85
xrob

xvc

0.866
0.896

0.799
0.779

0.414

0.90
xrob

xvc

0.897
0.924

0.833
0.810

0.460

Table 2: Comparison of the robust and vine copula portfolios.

its usefulness when model misspecification is an issue.
In the last numerical plot, we compare the optimal value of the worst-case CVaR calculated over
all x ∈ X using (3.7) as we allow for ρ to increase from 0. This corresponds to decreasing the
confidence on the bivariate marginals estimated from the data. The plot is provided in Figure 8
and illustrates that the worst-case CVaR increases as ρ increases and furthermore this dependence
is nonlinear, with the marginal increase in the bound decreasing as ρ increases.
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Figure 8: Plot of the CVaR bound as ρ increases for different values of α.

5 Conclusions

In this paper, we have developed tight upper bounds for the worst-case expected shortfall that is
valid under univariate and bivariate marginal information and proposed optimization formulations
to solve the corresponding distributionally robust portfolio optimization problem. By allowing for
φ-divergence distance based measures around bivariate marginals, we have modeled the trade-off
between conservatism in the worst-case risk measure and confidence in the expert information.
This also allows to account for inconsistent bivariate marginal information. Importantly, we show
that as long as the known bivariate marginal information forms a tree structure, the problem is
efficiently solvable as a convex optimization problem. Our results complement existing research on
the use of vine copulas that build on bivariate marginals to model probability distributions in risk
management. Specifically, we provide robust bounds that are computationally tractable and valid
when the vine copulas are truncated at the highest level, irrespective of the dependency structure
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at the lower levels.
We conclude by discussing some possible directions for future research. In our model, we con-

sidered a class of distributions in a neighborhood expressed in terms of φ-divergence. Developing
extensions to other distance measures such as Wasserstein based distance measures would be inter-
esting. Secondly, while our study has been primarily restricted to discrete distributions, it would
be interesting to extend the computational techniques to continuous distributions. Finally, the tree
structure plays a pivotal role in simplifying the formulation in comparison to the general graph
structure. A natural question is to try and prove theoretical guarantees on the quality of the tree
based solutions with respect to the complete distribution.
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Appendix

Proof of Theorem 3.1:

Proof. Let ψ(c̃) = maxk∈K
(
c̃Tak + bk

)
. To prove the tightness of the formulation, we proceed

in two steps. In Step 1, we show that the optimal objective value V of the convex program in
(3.4) provides an upper bound on Eθ [ψ(c̃)] for any distribution θ ∈ Θρ. In Step 2, we show that
V = maxθ∈Θρ Eθ [ψ(c̃)], by constructing a distribution θ∗ in the set Θρ that attains the bound.
Step 1: Define for each possible realization c ∈ C, the set of indices that attain the maximum as
follows:

Y (c) = arg maxl∈K
(
cTal + bl

)
.

This set Y (c) either contains a single index or multiple indices, for any given c. Given a random
vector c̃, with distribution θ, there exists a measurable selection on the set Y (c), which we define
by y(c). One such possibility is to pick the smallest element in the set Y (c):

y(c) = minY (c).

We define the decision variables for the convex program by the probability of the following four
events:

vk(c) = Pθ(c̃ = c, y(c̃) = k) and wk = Pθ(y(c̃) = k),

vkij(cij) = Pθ(c̃ij = cij , y(c̃) = k) and vki (ci) = Pθ(c̃i = ci, y(c̃) = k).

In addition, we introduce the variable θij(cij) to denote the probabilities of the bivariate marginals.
The expected value Eθ [ψ(c̃)] in terms of the decision variables is expressed as follows:
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Eθ [ψ(c̃)] = Eθ
[

max
k∈K

(
c̃Tak + bk

) ]
=

∑
k∈K

Eθ
(
c̃Tak + bk | y(c̃) = k

)
Pθ(y(c̃) = k)

=
∑
k∈K

∑
c∈C

cTak Pθ(c̃ = c, y(c̃) = k) +
∑
k∈K

bk Pθ(y(c̃) = k)

=
∑
k∈K

∑
c∈C

cTak v
k(c) +

∑
k∈K

bkwk.

Maximizing this function, provides an upper bound on Eθ [ψ(c̃)] for any distribution θ ∈ Θρ and
defines the objective function of the convex program in (3.4). Next, we identify a set of necessary
conditions that the decision variables must satisfy. The variables vk(c), vkij(cij) and vki (ci) are
related as follows: ∑

c∈C|cij

vk(c) =
∑

c∈C|cij

Pθ(c̃ = c, y(c̃) = k)

= Pθ(c̃ij = cij , y(c̃) = k)

= vkij(cij),∑
c∈C|ci

vk(c) =
∑

c∈C|ci

Pθ(c̃ = c, y(c̃) = k)

= Pθ(c̃i = ci, y(c̃) = k)

= vki (ci).

This forms the first two sets of linear constraints in formulation (3.4). The variables vk(c) and wk
are related as follows: ∑

c∈C
vk(c) =

∑
c∈C

Pθ(c̃ = c, y(c̃) = k)

= Pθ(y(c̃) = k)
= wk.

This forms the third set of linear constraints in (3.4). Furthermore, we have from the definition of
a probability measure: ∑

k∈K
wk =

∑
k∈K

Pθ(y(c̃) = k) = 1,

which forms the fourth constraint. The variables vkij(cij) and vki (ci) are related to θij(cij) and µi(ci)
through linear constraints of the form:∑

k∈K
vki (ci) =

∑
k∈K

Pθ(c̃i = ci, y(c̃) = k)

= Pθ(c̃i = ci)
= µi(ci),∑

k∈K
vkij(cij) =

∑
k∈K

Pθ(c̃ij = cij , y(c̃) = k)

= Pθ(c̃ij = cij)
= θij(cij),

which forms the fifth and the sixth set of constraints. For the given bivariate marginals µij , θij
must satisfy the ρ-neighborhood condition:
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I(θij ,µij) ≤ ρ, ∀(i, j) ∈ N ′,

which is the seventh set of constraints. Lastly by the nonnegativity of probability measures, we
have nonnegativity of the decision variables vk(c) and wk. Clearly all these conditions are necessary
for any θ ∈ Θρ to satisfy. Denote the feasible region of the convex program in formulation (3.4) by
V. Thus for any θ ∈ Θρ, we have:

max
(vk,vkij ,v

k
i ,w,θij)∈V

∑
k∈K

∑
c∈C

cTak v
k(c) +

∑
k∈K

bkwk ≥ Eθ [ψ(c̃)] .

This implies:

V = max
(vk,vkij ,v

k
i ,w,θij)∈V

∑
k∈K

∑
c∈C

cTak v
k(c) +

∑
k∈K

bkwk

≥ max
θ∈Θρ

Eθ [ψ(c̃)]

= M .

Step 2: We next construct a distribution θ∗ in the set Θρ that attains the bound V . To do so,
consider the set of optimal decision variables to the convex optimization problem (3.4) denoted by
vk∗, vk∗ij , v

k∗
i , w

∗,θ∗ij . Observe that w∗ is a probability measure from the feasibility conditions.
We now generate the joint distribution θ∗ for c̃ through a mixture representation in a two-step
process as follows:

(a) Generate a categorical random variable z ∼ Categorical(w∗k; k ∈ K) which takes the value k
with probability w∗k for k ∈ K.

(b) Define the realizations of the random vector c̃ as follows:

P(c̃ = c|z̃ = k) = vk∗(c)/w∗k, ∀c ∈ C.

When w∗k = 0, from the feasibility conditions in (3.4), we have vk∗(c) = 0 for all c ∈ C. This
corresponds to simply dropping that index.

Equivalently, this distribution can be represented as the mixture:

Pθ∗(c̃) =
∑
k∈K

w∗kP(c̃|z̃ = k), ∀c ∈ C.

It is easy to verify that this distribution θ∗ ∈ Θρ. For example, the marginal distribution for the
random variable c̃i under this distribution θ∗ is given as:

θ∗i (ci) =
∑
k∈K

w∗kPθ∗(c̃i = ci|z̃ = k)

=
∑
k∈K

w∗k
∑

c∈C|ci

vk∗(c)

w∗k

=
∑
k∈K

∑
c∈C|ci

vk∗(c),

= µi(ci),

where we use the convention that 0/0 = 0 to deal with the zero probability event. A similar
approach can be used to verify the feasibility of the bivariate distributions. We next provide a
lower bound on the expected objective value under this feasible distribution. To do so, observe
that by using the definition of conditional expectations, we have:
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Eθ∗
[

max
l∈K

(
c̃Tal + bl

)]
=

∑
k∈K

w∗kE
[

max
l∈K

(
c̃Tal + bl

)∣∣∣z̃ = k

]
=

∑
k∈K

w∗k

(∑
c∈C

[
max
l∈K

(
cTal + bl

)](vk∗(c)

w∗k

))
=

∑
k∈K

∑
c∈C

[
max
l∈K

(
cTal + bl

)]
vk∗(c)

≥
∑
k∈K

∑
c∈C

(
cTak + bk

)
vk∗(c)

=
∑
k∈K

∑
c∈C

cTakv
k∗(c) +

∑
k∈K

bkw
∗
k

= V ,

where the inequality comes from simply choosing the kth term for the function for each of the
realizations in scenario k, instead of finding the optimal index l ∈ K. Since this is a feasible choice,
it provides a lower bound. Therefore:

M = max
θ∈Θρ

Eθ
[

max
k∈K

(
c̃Tak + bk

)]
≥ Eθ∗

[
max
k∈K

(
c̃Tak + bk

)]
≥ V ,

from the previous inequality. In conjunction with V ≥M from Step 1, we have V = M .

Proof of Theorem 3.2:

Proof. The proof of this theorem builds on the formulation (3.4) in Theorem 3.2. We proceed in
two steps as before.
Step 1: We use the definitions of the variables vki (ci), v

k
ij(cij), wk, θij(cij) as in the previous theorem.

However, we no longer use the decision variables vk∗(c) for the joint distribution. The expected
value Eθ [ψ(c̃)] in terms of the decision variables is expressed as follows:

Eθ [ψ(c̃)] = Eθ
[

max
k∈K

(
c̃Tak + bk

) ]
=

∑
k∈K

Eθ
(∑
i∈N

c̃ia
k
i + bk | y(c̃) = k

)
Pθ(y(c̃) = k)

=
∑
k∈K

∑
c∈C

∑
i∈N

cia
k
i Pθ(c̃ = c, y(c̃) = k) +

∑
k∈K

bk Pθ(y(c̃) = k)

=
∑
k∈K

∑
i∈N

∑
ci∈Ci

cia
k
i Pθ(c̃i = ci, y(c̃) = k) +

∑
k∈K

bk Pθ(y(c̃) = k)

=
∑
k∈K

∑
i∈N

∑
ci∈Ci

cia
k
i v

k
i (ci) +

∑
k∈K

bkwk.

The majority of the constraints in (3.6) almost directly follow as in Theorem 3.1 in ensuring that the
distribution θ ∈ Θρ. The only new set of constraints is to ensure that the bivariate and univariate
marginals are consistent for all arcs (i, j) ∈ N ′ through linear constraints of the form:
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∑
ci∈Ci

vkij(cij) =
∑
ci∈Ci

Pθ(c̃ij = cij , y(c̃) = k)

= Pθ(c̃j = cj , y(c̃) = k)

= vkj (cj),∑
cj∈Cj

vkij(cij) =
∑
cj∈Cj

Pθ(c̃ij = cij , y(c̃) = k)

= Pθ(c̃i = ci, y(c̃) = k)

= vki (ci).

Clearly all the conditions in formulation (3.6) are necessary for any θ ∈ Θρ to satisfy. Denote the
feasible region of the convex program in formulation (3.6) by V. Thus for any θ ∈ Θρ, we have:

V = max
(vkij ,v

k
i ,w,θij)∈V

∑
k∈K

∑
i∈N

∑
ci∈Ci

cia
k
i v

k
i (ci) +

∑
k∈K

bkwk

≥ max
θ∈Θρ

Eθ(ψ(c̃))

= M .

Step 2: To show the reverse inequality M ≥ V , we construct a feasible distribution that attains
the bound from the optimal decision variables vk∗ij , v

k∗
i , w∗k and θ∗ij of the convex optimization

problem (3.6). We now generate the joint distribution θ∗ through a mixture representation in a
two-step process as follows:

(a) Generate a categorical random variable z ∼ Categorical(w∗k; k ∈ K) which takes the value k
with probability w∗k for k ∈ K.

(b) Define the realizations of the random vector c̃ as follows using a conditionally independent
distribution (Markov tree):

P(c̃ = c|z̃ = k) =
1

w∗k

∏
i∈N

vk∗i (ci)
∏

(i,j)∈N ′

vk∗ij (cij)

vk∗i (ci)vk∗j (cj)

The validity of the probability distribution in step (b) follows from a similar approach as the
Markov tree distribution construction in the proof of Theorem 2.1.

Now working along the lines of the proof of Theorem 3.1, we obtain

Eθ∗
[

max
l∈K

(
c̃Tal + bl

)]
≥
∑
k∈K

∑
i∈N

∑
ci∈Ci

cia
k
i v
k∗
i (ci) +

∑
k∈K

bkw
∗
k.

Therefore, M ≥ V which together with the fact that V ≥M ensures that V = M .
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