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Motivation
Traffic information sharing over social networks

 Smartphones equipped with various sensors such as camera, GPS and accelerometer 
enable mobile users to easily sense the real-time traffic when they move.

 Mobile users can share real-time traffic information over mobile social networks.
 New traffic recommendation systems based on traffic information sharing over mobile 

social networks can help people make routing decisions.

I It is promising to leverage the crowd for data sensing and sharing
given millions of inter-connected smartphones and in-vehicle sensors
sold annually.

I Traffic information sharing examples: Google maps, Waze.

I Platforms inform new travelers of the paths they should take by
aggregating information from other users that used these paths in
the past.
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Motivation

I All these platforms estimate the current average cost of the
alternative paths and suggest the least costly paths to their travelers.

I A selfish user will follow such a myopic suggestion. But would she
follow the suggestions of an optimal platform (social cost optimising
in the long run) that frequently explores riskier paths in case these
become superior over time?

I Our analysis suggests that myopic platforms whose
recommendations users are likely to follow can be arbitrarily bad in
term of efficiency compared to the optimal platform.
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Literature Review: Central Approach for Learning and
Routing

I Numerous works have been done on traffic routing based on
reinforcement learning:

I M. Zolfpour-Arokhlo et al., Modeling of route planning system based
on Q value-based dynamic programming with multi-agent
reinforcement learning algorithms, Engineering Applications of
Artificial Intelligence, 2014.

I E. Walraven et al., Traffic flow optimization: A reinforcement
learning approach, Engineering Applications of Artificial Intelligence,
2016.

I Exploration-exploitation in optimal decision making is well studied in
classical multi-armed bandit problems where decisions are made
centrally:

I J. Gittins et al., Multi-armed bandit allocation indices. John Wiley &
Sons, 2011.

I These do not work when we want to learning road information for
selfish travellers.
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Literature Review

I Incentive mechanism design for participation in crowdsensing
platforms has been well studied recently:

I D. Yang et al., Crowdsourcing to smartphones: Incentive mechanism
design for mobile phone sensing, in Proceedings of the 18th Annual
International Conference on Mobile Computing and Networking,
2012.

I L. Duan et al., Incentive mechanisms for smartphone collaboration in
data acquisition and distributed computing, in Proceedings of the
31st IEEE International Conference on Computer Communications,
2012.

I These works only look at static environment without changing road
information over time.

I This really requires a new joint design of incentive mechanism and
learning.
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𝑝𝐻,𝐿: probability of ‘bad’ event
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I Cost on path P2: random variable Y . Y = 0 or c.
I State H: Y = c w.p. pH ;
I State L: Y = c w.p. pL
I cH = pHc, cL = pLc.
I State changes slowly, q ∈ [1/2, 1).

I If the user is travelling on P1 at time t, according to his travel cost
his observation is yt = 0 or 1.

I If the user is travelling on P2, he cannot infer whether the cost state
is in H or L and his observation yt = ∅.
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Platform Model

I Partially Observable Markov Decision Process (POMDP)

I Learning from the past information on path P1, i.e., (y1, y2, . . . , yt),
the platform determines the probability that the path is in state H
or L using Bayesian inferencing.



I Belief state xt is the probability that path P1 is in state H just
before the travel of the user at time t. Initial value: x1.

I at :be the choice of the traveler at time t, at ∈ {1, 2} .

I The belief state xt+1 can be derived in a recursive way from the
observations yt, xt and at.

I By using P1, a user helps the platform estimate the path state more
accurately.

I Using P2, a user does not contribute to improving the estimate for
P1’s state.
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Optimal Platform

I A stationary routing policy is a function π that specifies an action
π(x) for each state x at any time.

I Given the initial belief x1, the goal of the optimal platform is to find
an optimal stationary policy π to minimize the expected total
discounted driving cost over an infinite time horizon, i.e.,

min
π
V (x, π) = min

π
lim
τ→∞

Eπ

[
τ∑

t=1

βt−1C(xt, at)|x1 = x

]
,

where 0 < β < 1 is the discount factor over time.

I When β = 0, myopic platform is optimal.
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Optimality Equation and Optimal Policy

I Q(x, a) is the minimum onward cost of choosing path a given
current belief state x.

I Bellman Equation

V (x) =min{Q(x, 1), Q(x, 2)}

I The optimal policy πopt can be obtained for any state x as,

πopt(x) := arg min
a∈{1,2}

Q(x, a).
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Optimal Policy

Conjecture. The optimal policy is of threshold type.

I To prove this or similar rigorously is still open.

I Related problem: searching for a moving object (Ross, 1983; Weber,
1986.)

I Despite of difficulty, we managed to prove the following:

Proposition. If β(2q − 1) < 2
3 , the optimal policy is of threshold

type.
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Myopic Policy π∅ without Platform Information

I No information sharing.

I Make routing decision myopically based on the stationary probability.

I Myopic policy π∅

π∅(x) =

{
1 if cM ≥ (cH + cL)/2,

2 if cM < (cH + cL)/2,
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Price of Anarchy

I We characterise the performance gap between the optimal policy
and π∅ in term of price of anarchy (PoA).

I The PoA of π∅ is defined as the ratio between the expected cost
under this myopic policy and the optimal cost V (x), by searching
over all possible network parameters. That is,

PoAπ∅ = max
p,q,c,cM ,x

Vπ∅(x)

V (x)
.

Proposition. Given β < 1 and cM > 0, the policy π∅ achieves an infinite
price of anarchy, i.e., PoAπ∅ =∞.
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Myopic Policy πm with Platform Information

I We now consider a myopic platform where travelers share
information on-line. (e.g., Google, Waze)

I Myopic Policy πm:

πm(x) =

{
1 if x ≤ x̂,
2 if x > x̂,

where x̂ ∈ [0, 1] is such that cM = x̂cH + (1− x̂)cL.



Price of Anarchy

The price of anarchy of πm is defined as

PoAπm
= max
p,q,c,cM ,x

Vπm
(x)

V (x)
.

Proposition. Given β < 1 and cM > 0, the policy πm achieves
PoAπm

= 1
1−β .
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Information Restriction Mechanism

I We use the concept of correlated equilibrium. The platform provides
a private signal to the players which then act in their best interest.

I In our case the platform offers a signal (its recommendation) and
users decide to follow it or not.

I If no user would want to deviate from the recommendation assuming
the others don’t deviate, we say all users following recommendations
is a correlated equilibrium.

Definition. Information Restriction Mechanism (IRM): The platform
hides the history of observations (hence the belief state information x)
from the users. It follows πopt and recommends path πopt(x) when the
belief state is x.
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Theorem. Under IRM, all users following the optimal platform’s
recommendation is a correlated equilibrium. Furthermore PoA = 1.



Our Model-free Approach: Reinforcement Learning
Platform

I So far we assume the knowledge of the following figure.

𝑞 𝑞

𝑝𝐿

1 − 𝑞

1 − 𝑞
𝑝𝐻

𝑝𝐻,𝐿: probability of ‘bad’ event

𝐻𝐿

I In practice, it may be difficult to develop an exact POMDP model
for analysing the routing policy.

I The platforms will resort to model-free reinforcement learning
techniques such as Q-learning.



Our Model-free Approach: Reinforcement Learning
Platform

I The classical Q-learning algorithm estimates the Q-value function in
an on-line fashion and computes the optimal policy according to
Q-values computed for all possible system states and actions.

I In this case, state y records the latest K observations (cost reports
by the travelers), where K is a parameter of the learning algorithm.
Y = {all possible y}, |Y| = 3K .

𝑦1 ⋯ 𝑦𝑡−𝐾+1 ⋯ 𝑦𝑡−1 𝑦𝑡

𝑦 = 𝑦𝑡−𝐾+1, ⋯ , 𝑦𝑡−1, 𝑦𝑡

I The performance of Q-learning to improves as K increases, since the
system makes decisions in a more detailed context. Experiments
show that small K also works well.
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Q-Learning

Given observation history yt before time t, the platform takes action at
and incurs actual cost c′t, and updates the observation vector from yt to
y′. The Q-value is updated as:

Qt+1(y, a)

=





(1− αt(y, a))Qt(y, a) + αt(y, a)(c
′
t + β min

a′∈{1,2}
Qt(y

′, a′))

if y = yt, and a = at,

Qt(y, a) otherwise,

where α is the learning rate.
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Incentive Compatibility Design for Q-learning Platform

Conjecture. Under the IRM, as the learning algorithm becomes more
efficient in reducing the average system cost, the range of system
parameters for which the users follow the recommendation of the
platform increases.
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Fig. 3: From left to right, we plot in red the regimes of (a) all possible cM and K values, (b) all possible q and K values
and (c) all possible p and K values for which incentive compatibility does not hold. In general we see that IC holds for large
range of instances and as K increases, the interval of regime in which the IC does not hold becomes smaller. In Fig. 3(a), we
set β = p = q = 0.9, c = 1, and cM = 0, 0.001, 0.002, · · · , 0.999, 1. In Fig. 3(b), we set β = p = 0.9, cM = 0.8, c = 1, and
q = 0.5, 0.501, · · · , 0.999. In Fig. 3(c), we set p = q = 0.9, cM = 0.8, c = 1, and β = 0.001, 0.002, · · · , 0.999.

it recommends P2, as dictated by πQ̄. Here Ya is the set of y
under which πQ̄ recommends action a.

As before, knowing πQ̄ and assuming that all users follow
it, a sophisticated user computes the asymptotic probability
distribution PπQ̄(y) of the last K observation vector y. Let
c1(y) be the expected cost of taking action P1 given y,

c1(y) = (Pr[H|y]p+ Pr[L|y](1− p))c. (13)
If a user receives path recommendation P1, then she can
infer that y ∈ Y1 and the expected cost of travelling through
path P1 is

∑
y∈Y1

PπQ̄(y|y ∈ Y1)c1(y). This user will follow

recommendation P1 if and only if∑

y∈Y1

PπQ̄(y|y ∈ Y1)c1(y) =
∑

y∈Y1

PπQ̄(y)c1(y)∑
y∈Y1

PπQ̄(y)
≤ cM . (14)

Similarly, the user will follow recommendation P2 if and only
if ∑

y∈Y2

PπQ̄(y|y ∈ Y2)c1(y) =
∑

y∈Y2

PπQ̄(y)c2(y)∑
y∈Y1

PπQ̄(y)
> cM . (15)

Therefore, given a fixed combination of system parameters’
values, the Q-learning platform is incentive compatible if and
only if both (14) and (15) hold. An interesting question is to
determine the range of parameters in the parameter space of
the two-path model for which incentive compatibility may not
hold.

Fig. 3(a) examines the incentive compatibility (IC) as a
function of cM and K. We let β = p = q = 0.9, c = 1,
and cM = 0, 0.001, · · · , 1, and by solving (14) and (15) we
find the regime of all possible cM values in which the IC does
not hold. We observe that IC does not hold for all instances.
As K increases, the interval of values of cM in which IC
does not hold becomes smaller. We also examine the incentive
compatibility regarding q in Fig. 3(b) and regarding β in Fig.
3(c). In Fig. 3(b), we set β = p = 0.9, cM = 0.8, c = 1, and
q = 0.5, 0.501, · · · , 0.999. In Fig. 3(c)), we set p = q = 0.9,
cM = 0.8, c = 1, and β = 0.001, 0.002, · · · , 0.999. As K
increases, the interval of values of β in which IC does not hold
also becomes smaller. In all the three subfigures, we observe
that the regime in which the IC does not hold becomes trivial
once K ≥ 6.

One may wonder the reason behind. As K increases, the Q-
learning policy becomes more accurate as an approximation
of the optimal policy and by Theorem 9 IC holds for the

optimal policy over all range of system parameters under
IRM. Thus, as the accuracy of the Q-learning policy increases,
the information restriction mechanism should become ‘more’
incentive compatible in the sense that the instances for which
IC does not hold become rare.

VII. EXTENSION TO A MULTI-PATH LEARNING MODEL

In this section, we consider a more general network with
three parallel paths where one more stochastic path P1′ is
added to our two-path model in Fig. 1(a). This new stochastic
path P1′ follows the same Markov model as path P1 in Fig.
1(b). Unlike our simple two-path model, we need to update
the belief states of both stochastic paths now. Thus we use a
belief state vector x = (x1, x1′

) whose updating follows the
Bayesian inferencing process as in Section II-B.

We similarly denote the value function by V (x1, x1′
) with

V (x1, x1′
) = V (x1′

, x1) due to symmetry. Similar to (6), we
define Q(x1, x1′

, a) as the expected discounted cost staring
from x = (x1, x1′

) if action a is taken at the first time epoch
and the optimal policy is followed thereafter. Q(x1, x1′

, a) can
be similarly written down as follows:
Q(x1, x1

′
, 0) = x1cH + (1− x1)cL + β(x1pH + (1− x1)pL)·

V

(
x1pHqHH + (1− x1)pL(1− qLL)

x1pH + (1− x1)pL
,

x1
′
qHH + (1− x1′)(1− qLL)

)
+

β(x1(1− pH) + (1− x1)(1− pL))·

V

(
x1(1− pH)qHH + (1− x1)(1− pL)(1− qLL)

x1(1− pH) + (1− x1)(1− pL)
,

x1
′
qHH + (1− x1′)(1− qLL)

)
;

Q(x1, x1
′
, 1) = Q(x1

′
, x1, 0);

Q(x1, x1
′
, 1′) = cM + βV (x1qHH + (1− x1)(1− qLL),

x1
′
qHH + (1− x1′)(1− qLL)).

Similar to (7), the optimality equation of our three-path model
is:

V (x1, x1
′
) = min

a∈{1,1′,2}
{Q(x1, x1

′
, a)}. (16)

Similar to Proposition 2, we can prove (16) has a unique
solution by using the contraction mapping theorem. As it is not

I We still use IRM. From left to right, we plot the regimes of (a) all
possible cM and K values, (b) all possible q and K values and (c)
all possible β and K values for which incentive compatibility does
not hold.

I As K increases, the range of system parameters for which the
Q-learning platform decisions are not incentive compatible decreases.
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Fig. 3: From left to right, we plot in red the regimes of (a) all possible cM and K values, (b) all possible q and K values
and (c) all possible p and K values for which incentive compatibility does not hold. In general we see that IC holds for large
range of instances and as K increases, the interval of regime in which the IC does not hold becomes smaller. In Fig. 3(a), we
set β = p = q = 0.9, c = 1, and cM = 0, 0.001, 0.002, · · · , 0.999, 1. In Fig. 3(b), we set β = p = 0.9, cM = 0.8, c = 1, and
q = 0.5, 0.501, · · · , 0.999. In Fig. 3(c), we set p = q = 0.9, cM = 0.8, c = 1, and β = 0.001, 0.002, · · · , 0.999.

it recommends P2, as dictated by πQ̄. Here Ya is the set of y
under which πQ̄ recommends action a.
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Therefore, given a fixed combination of system parameters’
values, the Q-learning platform is incentive compatible if and
only if both (14) and (15) hold. An interesting question is to
determine the range of parameters in the parameter space of
the two-path model for which incentive compatibility may not
hold.

Fig. 3(a) examines the incentive compatibility (IC) as a
function of cM and K. We let β = p = q = 0.9, c = 1,
and cM = 0, 0.001, · · · , 1, and by solving (14) and (15) we
find the regime of all possible cM values in which the IC does
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is:
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′
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Similar to Proposition 2, we can prove (16) has a unique
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possible cM and K values, (b) all possible q and K values and (c)
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I As K increases, the range of system parameters for which the
Q-learning platform decisions are not incentive compatible decreases.



Conclusion

I Current platforms use myopic policy for paths recommendation, but
the performance of myopic policy can be arbitrarily bad in terms of
long run travel cost.

I We propose a new joint design of incentive mechanism and learning.
Under our IRM, all users following the optimal platform’s
recommendation is a correlated equilibrium.

I Numerical results show that as the accuracy of the learning
algorithm increases, under IRM the Q-learning platform becomes
more incentive compatible.
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